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Organisations adopting Al believe they are investing in capabilities and

services that will help them succeed. In reality, many are committing
to anew and poorly understood cost structure, often without explicit
approval, ownership, or governance.

For many, Al is acting as a cost multiplier across existing investments
in software, Saas, cloud infrastructure, and data platforms. Licensing
models are evolving, cloud consumption patterns are changing, and
costs are accelerating in ways that are difficult to predict, allocate, or
control.

This paper explores how and why Al is driving software and cloud spend
upward. It explains the different forms that Al can take within enterprise
organisations, from embedded machine learning (ML) to generative Al
(GenAl) and large language models (LLMs), and how each introduces
distinct cost drivers.. It examines the impact on SaasS licensing, where
Al features are increasingly bundled, upsold, or charged through new
usage-based mechanisms. It also looks at cloud consumyption, where
training, inference, specialised hardware, and constant experimentation
generate sustained and often underestimated demand.

Acentral theme is the growing gap between cost and value. Al initi-
atives typically incurimmediate and visible costs, while the benefits
they promise are longer-term, diffuse, and harder to measure. This
mismatch creates pressure for finance, procurement, and technology
leaders, particularly when Al spend is fragmented across teams, plat-
forms, and contracts, and when traditional governance models were
not designed for this type of consumption. For FinOps practitioners,
capabilities such as Allocation and Forecasting become much more
difficult and even more important.

While this paper focuses on the financial and commercial dimensions
of Al adoption, it is important to acknowledge the associated sus-
tainability implications. Alworkloads, particularly model training and
large-scale inference, are compute-intensive and contribute materially
to energy consumypption, water usage, and land availability (through
datacentre demand). For many organisations, environmental impact,
carbon reporting, and regulatory scrutiny are becoming as relevant as

cost control.

Although sustainability and GreenOps are not covered in this paper, it
should be recognised that financial governance and environmental
governance are increasingly linked. Decisions about model design, data
volume, infrastructure choice, and usage controls influence both cost
and CO2e.

Synyega's whitepaper on Cloud GreenOps can be downloaded here and
further content on Al & GreenOps will be available soon.

The paper argues that treating Al as a feature rather than an economic
model is a key source of risk. Without deliberate governance, organi-
sations risk normalising escalating spend, losing commercial leverage
with vendors, and embedding inefficient consumption patterns that
are difficult to unwind. By applying and adapting established ITAM and
FinOps tactics, and by recognising the vital role of data in driving Al cost,
organisations can bring greater transparency, accountability, and intent
to their Alinvestments.
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Forrester found that fewer than one-third of organisci-
tions have successfully tied Al investments directly to
profit and loss outcomes, resulting in CFOs becoming
more involved in Al decisions and 259 of planned Al
spending being delayed until 2027 due to scrutiny over
ROl and financial impact. (Source: Forrester - Al Spending)



https://www.synyega.com/insights/eguide-cloud-greenops-a-framework-for-sustainability
https://itbrief.news/story/forrester-ai-spending-slows-as-tech-leaders-face-scrutiny-in-2026

Foralmost every organisation, Al use is accelerating - and more cha-
otically than many FinOps practitioners and business leaders would
like. Most organisations underestimate the financial impact because
Al costs are fragmented across various technology stacks, such as
on-premises software, SaaS, data platforms, Almodel software &
services, and cloud infrastructure. The State of FinOps 2025 report

shows well over 75% of organisations looking at public cloud A with
69% investing in SaaS, and 30% investing in datacenter/private cloud Al
solutions.

In many cases, commercial Al (as it exists today) is a solution looking
for a problem. However, software publishers and Al companies are
successfully driving a real sense of urgency across their customer base.
Positioning to client leadership that Alis a business imperative, that

all their competitors are racing ahead with Al, and that they too must
invest heavily in Al to ensure long-term business success.

The persistence of this messaging from mullti-billion-dollar technology
companies —and across large swathes of the media too — means many
organisations are adopting Al at a pace that isn't commensurate with
thorough checks, deep thinking, strong governance, and cost-effective
actions. In fact, it often isn't clear what the expected outcomes are with
Al projects — asking "what does success look like?” is often left until it is
too late.

In the face of this pressure from software publishers and their partners,
itis imperative that customer organisations take the time to under-
stand what they want from A, define what ROl looks like, and build the
framework to track and manage it.
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“Only 519% of organisations feel confident evaluating
Al ROI"(Source: ClouciZero, 2025) despite “Al spend-
ing globally being forecasted by Gartner to recich
$2.52 trillion in 2026, a 449 increase year over year”

Al drives spending in two fundamental ways. It introduces entirely new

cost categories: Al software licences, subscription- or usage-based Al
models, compute and storage for training and retraining, and inference
workloads that scale with user demand. Simultaneously, it accelerates
existing spend, intensifying SaaS and cloud consumption, expanding
data pipelines, and amplifying storage and networking requirements.

Crucially, Al-driven cost growth almost always outpaces Al-driven value.
Organisations incur immediate expenditure through model training,
inference, and additional licences, while measurable outcomes often
take months or years toemerge.

Without careful governance, Al can rapidly become an unmanaged cost
multiplier across both cloud and software investments.

Without careful governance, Al can rapidly become an unmanaged cost
multiplier across both cloud and software investments.

"Al"is often used as a single term, lbut in practice, it covers several distinct
approaches, each with different use cases, cost drivers, and operational
implications.

Machine Learning refers to models trained on historical data to identify
patterns, make predictions, or automate decisions. Typical enterprise
use cases include forecasting, anomaly detection, recommendations,
fraud detection, and optimisation.

Costs are driven by data preparation, model training, infrastructure, and
ongoing retraining as data or behaviours change. Many organisations
already use ML, often embedded in existing platforms, without labelling
itasAl

Deep Learning is a subset of ML that uses neural networks with muiltiple
layers to handle more complex data such as images, audio, and un-
structured text.

It underpins technologies like computer vision, speech recognition, and
advanced analytics.


https://data.finops.org
https://www.cloudzero.com/press-releases/20250522/
https://www.gartner.com/en/newsroom/press-releases/2026-1-15-gartner-says-worldwide-ai-spending-will-total-2-point-5-trillion-dollars-in-2026

While powerful, deep learning typically requires significantly more
compute and specialised skills, making it more expensive to train and
Operate at scale.

Generative Al focuses on creating new content rather than just analys-
ing existing data. This includes text, code, images, audio, and video.

In the enterprise, GenAl is commonly used for copilots, chatbots, con-
tent generation, summarisation, and developer productivity.

Cost drivers include per-user or per-feature licensing, consump-
tion-based API charges, and increased cloud compute usage. Many
Saa$S vendors are now bundling or upselling GenAl features, often at a
premium.

LLMs are a class of GenAlmodels trained on vast amounts of text data
to understand and generate natural language.

Organisations typically consume LLMs via cloud services rather than
building them from scratch.

Costs scale with usage such as number of prompts, tokens processed,
and response length, which makes spend harder to predict without
active governance.

RAG combines GenAl with enterprise data sources. Instead of relying only
on amodel's training data, the Al retrieves relevant internal information at
query time and uses it to generate responses. This approach improves
accuracy and relevance while reducing some risks of hallucination.

However, it introduces new costs and complexities around data storage,
indexing, security, and integration with existing systems.

Many organisations are using Al without deploying standalone Al
platforms. Alis increasingly embedded within existing SaaS software
such as productivity tools, security platforms, CRM systems, and IT
management tools.

This often hides the true cost of Al, as spend shows up as licence uplifts, add-
0ons,or usage-based charges rather than as a clearly labelled "Al" line item.

"Al"is far from a single product, or even a single type of product, which
means additional costs can appear across the business in multiple
forms and within muiltiple budgets.

One of the clearest drivers is price uplifts justified by Al capabilities. Ven-
dors are positioning Al features as “must-have” enhancements,and as a
result, baseline licence costs are rising. Core SKUs that previously served
standard productivity or analytics needs now include Al functionality,
pushing organisations to pay higher costs evenif they do not intend to use
the Alfeatures. In effect, this creates a modern form of shelfware, where
organisations pay for Al capabilities they may never meaningfully use.

In addition to these baseline increases, vendors are introducing new

Al add-ons and premium tiers. Separate licences for copilots and
additional Al capabilities are common, creating multiple layers of enti-
tlement that must be tracked and managed. Organisations that adopt
these add-ons quickly find themselves juggling per-user costs along-
side premium features priced independently, multiplying overall spend.

Many Al features mean that products licensed “per user” are no longer
purely "per-user”. Vendors are introducing usage-based elements such
as API calls, prompts, tokens, minutes, or compute units that sit along-
side traditional licences. This creates variable, less predictable SaaS
spend, weakening the value of historical true-up and renewal forecast-
ing approaches.

The combination of models and publishers’ different approaches is
particularly complex for organisations to track. For example, you buy
100 per-user licenses, each of which includes 500 x Al credlits.

With some publishers, these are pooled to a total of 50,000 credits
across the group of licensed users; with others, they remain per-user.
Either way, you may need to purchase additional credits at some stage —
and these will typically be via separate add-on licenses, often with tiered
pricing based on the amount required. This all adds further complexity
and cost to license procurement and management.



Almodels hosted in the cloud alter how consumption is generated and
sustained —with new types of activities and costs requiring ingestion,
allocation, and budgeting.

The FinOps Foundation say, in their State of FinOps 2025 report, that
"979% of respondents are investing in multiple infrastructure areas for A,
this reinforces and is accelerating how managing an organization’s Al
spend will require taking on new spend areas for FinOps practitioners.”

Alis a big problem for most FinOps practitioners — it makes several
capabilities harder, among them Allocation, Forecasting, and Anomaly
Detection. Forecasting is particularly impacted. Al introduces a level of
behavioural and technical variability that cannot be fully modelled using
historical data. Token usage, inference frequency, experimentation
intensity, and retraining cycles all fluctuate in ways that resist traditional
trend-based forecasting. Despite this, leadership expectations for fore-
cast accuracy often remain unchanged. The result is growing forecast
error, reduced confidence in FinOps outputs, and tension between
delivery teams and finance. This is not a tooling failure, but a structural
change in how consumption behaves.
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809% of enterprises miss their Al cost foreccsts by more
than 259%, and only 15% can forecast within 1096 accuro-
¢y, highlighting how poorly organisations can predict Al ex-
penses. Additionally, 849 report significant gross margin
erosion tied to Al workloacds. (Source: Al Journ, 2025 State
of Al Cost Management)

Almodel training is typically the first cost organisations encounter. This

is the process of teaching an Almodel how to recognise patterns and
make decisions using large volumes of data. In cloud terms, this involves
running intensive compute workloads that repeatedly process datasets,
adjust model parameters, and test accuracy untilacceptable results are
achieved. Training typically runs on specialised infrastructure and can take
hours, days, or weeks, depending on the model size and data complexity.

Inference is what happens after a model has been trained and put into
use. Every time someone asks a question, submits a prompt, or triggers
an Al-driven feature, the model performs inference to generate a
response or prediction. Inference workloads run continuously and scale
with usage, meaning costs grow as adoption increases. In managed Al
services, inference is often charged per request or per token processed,
which makes it easy for small, frequent interactions to accumulate into
significant and ongoing cloud spend. In many cases, inference costs
quietly overtake the original training investment within months.

Furthermore, most Al workloads depend on specialised hardware, such
as GPUs, which command significantly higher prices than standard vir-
tual machines. Cloud providers have responded to sustained demand
by introducing premium SKUSs, capacity-based pricing, and, in some
cases, long-term commitments to secure access. The scarcity of these
GPU resources, at all levels of the supply chain, is driving costs higher too.

This amplifies the financial impact of inefficiency. Idie GPUs, oversized
instances, or poorly scheduled jobs can generate disproportionate
waste. A single misconfigured training run can consume more budget
inhours than a traditional workload might in weeks. These costs are
often charged back to central cloud accounts, masking ownership and
weakening accountability.

Almodels are not static assets. They requiire retraining as data changes,
performance drifts, or business requirements evolve. Fine-tuning foun-
dation models with proprietary data introduces repeatable training cycles
that continue to drive costs.

Alongside formal retraining, experimentation is constant. Teams test
different datasets, model parameters, architectures, and approaches

in search of marginal gains. While this experimentation is essential to Al
success, it creates a steady stream of background consumption that is
rarely budgeted, forecasted, or challenged. The financial risk lies not inany
single experiment, but in its cumulative effect over time.

AlGenerative Al introduces a new and often poorly understood unit of
cost: tokens. Services such as OpenAl charge based on the number of to-
kens processed for both input prompts and generated responses. Longer
prompts, larger context windows, and more verbose outputs allincrease
consumption.


https://data.finops.org
https://aijourn.com/2025-state-of-ai-cost-management-research-finds-85-of-companies-miss-ai-forecasts-by-10/
https://aijourn.com/2025-state-of-ai-cost-management-research-finds-85-of-companies-miss-ai-forecasts-by-10/

This creates a direct link between user behaviour and cloud spend. Poorly
designed promypts, excessive context, or unrestricted usage patterns can
materially inflate costs without improving outcomes. A new discipline
known as “prompt engineering” therefore becomes a cost control mech-
anism), not just a technical optimisation. Most organisations have not yet
established guardrails or ownership for this new class of consumption.

It's extremely difficult to accurately forecast token usage when you can't
predict how users will use the system, especially when coupled with the
fact that tokens per promppt — and thus cost per prompt — can depend on
a variety of factors outside of your control. Al costs here do not necessarily
follow alinear path,i.e.:

100 prompts = £X s0 1000 prompts = £X x 10

Not every prompt is created equal, and so extrapolating costs to build
forecasts becomes difficult. Things which can affect token usage include:

1. Prompt length and structure

Tokens roughly correspond to chunks of text rather than characters
orwords. Longer prompts use more tokens, repetition, and verbose
instructions, and unnecessary background information all increase
token usage.

2. Output length and verbosity

Tokens are consumed for both the user input to the Aland the Al's
resulting output. Requests that ask for detailed explanations, long-
form content, or multiple options increase response length and,
therefore, total token consumption.

3. Context window size and history

When conversation history is included with each request, all prior
messages within the context window are reprocessed as tokens.
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Long-running chats, especially without summarisation or truncation,
significantly increase token usage. User behaviours learned when in
teracting with "free” personal Al tools can lead to increased costs

when used within the business.
4. Use of retrieved or embedded content

Techniques such as retrieval-augmented generation introduce ad
ditional tokens by injecting documents, data extracts, or search
results into the prompt. Large passages of retrieved text can quickly
increase token counts.

5. Formatting and encoding choices

Structured formats like JSON, XML, markdown tables, or code blocks
often use more tokens than plain text. Whitespace, indentation, and
repeated field names all contribute to higher token counts.

6. Model choice

Different models, i.e. ChatGPT, Claude, or Copilot, use different tokeni
sation schemes and have different efficiencies. It can even be differ
ent within the same model family, such as ChatGPT 5.2 v 40.

Furthermore, larger or more capable models may charge a higher
cost per token, even if the actual token count is similar. Some models
also default to verbose answers unless constrained.

7.Language and content type

Some languages and character sets tokenise less efficiently than
English. Technical content, code, or mixed natural language and data
often results in higher token density than simple prose.

8. Prompt design quality

Poorty designed prompts tend to be longer and less precise, oftenrequiring
more clarification or follow-up. Well-designed prompts reduce bothinput

size and unnecessary output, making promipt engineering acost control lever.
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Ancther driver of Alspend is that Alinitiatives typically proliferate quickly.
Multiple proofs of concept run in parallel across teams, cloud sulbscriptions,
and tooling. Development and test environments remain active. Datais
duplicated across platforms. Similar models are trained multiple times for
overlapping use cases.

This sprawl fragments financial visibility and makes it difficult to understand
total Alspend, let alonelink it to value. Costs are distributed across cloud
services, managed Al platforms, and usage-based APIs, often outside exist-
ing FinOps and ITAM governance models. What starts as innovation-driven
experimentation can quietly harden into a permanent and expensive layer
of cloud consumytion.

As is becoming ever more apparent, Al systems are only as effective as
the data that feeds them. As organisations adopt Al at scale, corporate
datais a core input that is continuously consumed, refined, and recom-
bined. This shift is driving a sharp increase in the use and cost of modern
data platforms such as Snowflake, Databricks, and Microsoft Fabric.

Compared to traditional reporting and analytics, Al places far higher
demands on data quality and accessibility. Models require structured,
clean, well-governed data that can be accessed quickly and repeatedly.
Achieving this typically means increased investment in data ingestion,
cleansing, transformation, and enrichment pipelines. Data that was
once loaded daily or weekly is now refreshed far more frequently, some-
times in near real time, increasing baseline platform consumption.

Al also changes how data is used. Training models, generating embed-
dings, running inference, and supporting retrieval-augmented gener-
ation (RAG) all drive significantly higher query volumes and compute
intensity. These workloads are exploratory and iterative by nature. Data
scientists and Al engineers prioritise speed and flexibility, often running
complex queries repeatedly as models are tested and refined. The re-
sult is sustained, unpredictable compute usage rather than the relatively
stable patterns seen in traditional Bl workloads.

Because Al projects often come with intense leadership focus, ensuring
things work becomes a high priority for teams — and that often drives
suboptimal behaviour, such as spinning up large virtual warehouses "just
incase” that level of performance is needed.

Storage consumption increases in parallel. Alworkflows generate large
volumes of intermediate and derivative data, including feature tables,
training datasets, embeddings, and vector indexes. These assets are
rarely managed with the same lifecycle discipline as core enterprise
data, leading to silent data sprawl and long-term cost accumulation in
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the cloud and data platforms.

Platform pricing models amplify this effect. Snowflake, Databricks, and
similar platforms increasingly tie cost directly to usage and perfor-
mance, charging for compute time, query execution, data scanning,
and workload concurrency. While this provides flexibility, it also means
that efficiency and optimisation directly affect spend. Small architec-
tural or behavioural changes can have a material financial impact, for
better orworse.

Data movement adds another layer of cost. Al architectures often span
multiple platforms, clouds, and Saa$S services. Moving data between
systems for training, inference, and integration introduces additional
processing and, in some cases, network or egress charges that are rarely
visible ininitial business cases.

Perhaps the most common challenge is that these platforms are
adopted faster than the operating models needed to manage them
effectively. Many organisations lack clear ownership, usage account-
ability, and cost optimisation practices for data platforms. Default
performance settings, oversized clusters, duplicated environments, and
unmanaged experimentation quickly become normalised. Over time,
Al-driven demand scales hon-linearly, making costs harder to predict
and even harder toreinin.

While there must be a focus on the direct costs of A, indirect costs —
such as data platforms - must be considered too as part of the total Al
spend and ROl calculations.

Al driving Software & Cloud Spend

| SPEND GLOBALLY IS FORECASTED Worguide Al Spending by Market,
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Allocation, forecasting, and anomaly detection become
harder - and more important - with Al. Synyega's strength
in FinOps means we can help our clients act quickly &l

Al spend to reach
$2.52 Trillion in
2026

Rich Gibbons, Head of FinOps & GreenOps, Synyega

80% OF ENTERPRISES MISS THEIR Al COST FORECASTS BY MORE
THAN 25%, AND ONLY 15% CAN FORECAST WITHIN 10% ACCURACY



Software publishers are making significant capital investments in Al -
much of which is going into CAPEX activities such as building new data
centres. For example, Microsoft's FY26 Q2 earnings report showed a
669 year-over-year increase in such spending.

The consequence for customers is predictable: these costs are passed
on, often aggressively. Organisations are being asked to pay for Al capa-
bilities they didn't request and may never fully use. Traditional per-user
licences are being layered with Al add-ons, consumption-based pricing
for prompts or tokens, and new premium tiers that reframe previously
standard functionality as "Al-enhanced value! Al features being added
are rarely driven by customer demand, but rather by maintaining growth
narratives for investors and signalling technological leadership in crowd-
ed markets.

Although Al spend is big, and getting bigger, it can be hard to see. There
are many reasons for this — the fact that Alis not a single “thing”, that it
is split across internal teams and product types, that it is consumed in
unique ways, that it drives up usage and cost of other products, much
of it cannot be tagged and may look like other types of spend, and
that finance teams and systems are not designed to understand and
manage this.

One of the most persistent reasons Al costs escalate unchecked is that
ownershipis fragmented, and incentives are misaligned.

Alinitiatives often sit across multiple organisational boundaries. Innova-
tion teams are incentivised to experiment and move quickly. Product
teams are rewarded for feature adoption. Engineering teams optimise
for performance and speed. Vendors encourage consumption and
expansion. Very few roles are explicitly accountable for the economic
conseguences of Al usage once it moves beyond the pilot stage.

In many organisations, Al costs land with central IT, cloud, or finance
teams that had limited influence over the original design decisions. This
creates a structural disconnect: those who generate Al consumption
are not always those who feel its financial impact. Where chargeback or
showback is weak, this disconnect goes unnoticed, allowing inefficient
use to persist.

Thereis also a strong lbbehavioural incentive to avoid early constraint. Lead-
ersare reluctant to be seen as slowing innovation. Teams fear that govern-
ance signals a lack of ambition. As a result, controls are deferred “until later”,
even though early design choices around data usage, model selection, and
access patterns have the greatest impact on long-term cost.
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Without clear ownership, Al spend drifts. It is
nobody’s explicit budget, nobody'’s renewal de-
cision, and nobody’s optimisation priority.

Thisis not a tooling problem. It is an operating model problem.

Organisations that make progress assign explicit accountability for Al
economics. This does not mean centralising all decisions, but it does
mean being clear about:

- who approves Al-related spend and under what conditions
- Who owns unit economics and cost-to-value assumptions
+ who can scale usage from pilot to production

- whoisresponsible for challenging vendor pricing and contract
changes

Until these questions are answered, Al costs will continue to grow by
default rather than by design.

One of the key challenges of enterprise Al adoption is the gap between
spending money and realising the benefits. Training large Models,
provisioning cloud resources, and scaling inference workloads generate
immediate and measurable costs. Every token processed, every GPU-
hour consumed, every model iteration contributes to a mounting bill
that appears in the current reporting period.

In contrast, the value derived from Al tends to be longer-term and

more abstract. Improvements in operational efficiency, insights from
predictive analytics, or customer experience enhancements may take
months or even years to materialise. This creates a structural mismatch:


https://www.reuters.com/business/retail-consumer/microsoft-edges-past-cloud-growth-expectations-2026-01-28/
https://www.reuters.com/business/retail-consumer/microsoft-edges-past-cloud-growth-expectations-2026-01-28/

finance teams see costs rising sharply now, while business stakeholders
may only gradually recognise the benefits. The disconnect can foster
impatience or misalignment, particularly in organisations under pres-
sure to "keep up” with competitors or maintain an image of innovation
leadership.

Therisk is compounded when Al spend becomes normalised. Without
deliberate governance, it is easy for organisations to accept escalating
bills as a necessary cost of doing business, rather than as investments
subject to scrutiny. Unchecked, this can foster a culture of reactive
spending, where the focus shifts from acquiring capability to ensuring
measurable outcomes. Teams May continue to experiment, scale,

or subscribe to new Al services simply because others in the market
are doing so, rather than because the incremental benefit justifies the
expense.

Effective management requires both awareness and discipline.
Tracking Al spend, establishing clear objectives for each initiative, and
linking usage to tangible business outcomes are essential. Governance
frameworks that incorporate FinOps and ITAM practices can help
organisations slow the rush to consume, ensure costs are proportionate
to expected valug, and avoid the subtle but powerful trap of normalising
spend without accountability.

Gaining control of Al spend does not start with advanced tooling or
complex models. It starts with applying disciplines that practitioners
already know, then extending them to new consumption patterns,
contracts, and risks.

y/|

The organisations making progress are not treat-
ing Al as a special case. They are bringing it into

existing ITAM, FinOps, and clata governance oper-
ating models, with some deliberate adjustments.

From an ITAM perspective, the first step is basic but often missing:
understanding what Al-related entitlements you own and what you are
consuming against them. This includes Al add-ons embedded in existing
licences, new SKUs introduced mid-term, usage-based entitlements, and
"free" features that quietly turn into chargeable services. Practitioners can
add immediate value by cataloguing Al entitlements, mapping them to
services in use, and putting simple commercial guardrails in place before
consumption accelerates.

Practitioners should actively challenge:
- whether Al features are optional or effectively mandatory
- whether bundled entitlements can be excluded, capped, or deferred
+ how usage thresholds convert into additional cost
+ what rights vendors retain to change Al functionality or pricing
Failing to do this early reduces leverage later. Once Al features are embed-

ded inbusiness processes, organisations lose the option to step back,
even if costs escalate faster than the value they deliver.

For FinOps teams, Al exposes gaps in cloud and SaaS cost management.
Usage is highly variable, demand-led, and often triggered by experimenta-
tion rather than production workloads.

Alis uncomfortable for FinOps because it breaks assumptions. Usage is
irregular, experimentation-driven, and often disconnected from revenue
or productivity metrics. This makes it tempting to delay allocation and
treat Al as "shared overhead!

That is a mistake, and FInOps practitioners know it.

Early allocation, even if imperfect, forces conversations that would
otherwise be avoided. It exposes which teams are driving consumytion,
which use cases are scaling, and which experiments are failing quietly but
expensively. Without this visibility, Al spend becomes culturally protected
and politically difficult to challenge.

FinOps teams should push for:

+ allocation by use case, not just by team

«+ explicit distinction between experimental and production Al spend
+ unit metrics that link consumyption to outcomes, even loosely

+ anomaly detection tuned to short-lived but expensive Alworkloads

The goal is not precision. The goal is to make Al cost debatable rather than
invisible.



FinOps practitioners who engage early can prevent experimental spend
from quiietly becoming an embedded run-rate cost. Focus on cost
allocation, unit economics, and anomaly management to build a solid
foundation.

In practical terms, this means translating Al consumypption into units that
the business can debate. Rather than focusing on total cloud or SaaS
spend, FinOps teams should push for specific metrics (see callout box).
These units do not need to be perfect. Their value lies in shifting conver-
sations. Without unit economics, Al cost discussions remain abstract and
difficult to challenge.
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Al Unit Economics examples:

= Cost perinference

= Cost per prompt

= Cost per training run

= Cost per user interaction

Al costs are inseparable from data costs — but many organisations don't
seethat.

Training, fine-tuning, and inference all depend on data volume, quality, and
retention choices that are rarely governed by cost. Simple steps such as
defining which data sets can be used for A, how long they are retained,
and who caninitiate training or large-scale inference can materially reduce
both cost and risk. This is not about slowing innovation. It is albout making
data consumption intentional rather than haphazard.

Clear ownership, defined guardrails, and regular review cycles are critical.
This is where experienced support can accelerate progress. Helping
teams adapt proven ITAM and FInOps practices to A, align them with

data governance, and embed them into day-to-day operations reduces
cost surprises, strengthens commercial leverage with vendors, and allows
experimentation to continue with confidence. Al spend can be controlled,
but only if it is brought back into the same governance conversation as
the rest of your technology investment.

Organisations must Shift Left and have these conversations early. FinOps
must influence Al design decisions and model choices, not simply
measure the consequences. ITAM must influence the choice of licensing
models and purchase vehicles, not simply report on their usage.

The majority of Alcost is determined by early design decisions: model
choice, context window size, data sources, license types, and retrain-

ing frequency. Once these decisions are embedded in products and
workflows, FinOps & ITAM practitioners will find that their influence rapidly
diminishes.

Thereis also a cultural dimension that practitioners must navigate
carefully. Al spend is often treated as strategically protected, making it
harder to question than other forms of technology consumption. FinOps
& ITAM practitioners may find themselves positioned as blockers rather
than enablers, particularly when cost challenge is perceived as resistance
to innovation. Without explicit executive backing, this dynamic discour-
ages early intervention and reinforces reactive governance. Successful
organisations address this by clearly positioning FinOps & ITAM as partners
in strategic Al adoption, not as a post-hoc cost-control function.
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Alis already a significant and growing driver of enterprise technology
spend, yet for many organisations, it remains difficult to see clearly. This
is not accidental. Al does not arrive as a single product or programme. It
is distributed across cloud platforms, SaaS applications, data services,
development tools, and infrastructure. It is consumed through usage
rather than entitlement, embedded within existing products, and
charged through evolving commmercial models that blur traditional cost
boundaries. At the same time, it amplifies other areas of spend, particu-
larly data storage, data movement, and cloud compute, often without
clear ownership or accountability.

Alis nolonger an emerging cost. It is already embedded in enterprise
technology estates, quietly reshaping how software is licensed, how
cloud is consumed, and how data platforms are used. What makes
this dangerous is not the absolute level of spend, but the fact that itis
accumulating without deliberate economic design.
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Worldwide Al spending was forecasted to reach nearly $1.5
trillion in 2025, with expectations to exceed $2 trillionin
2026, illustrating the scale of investment and the financial
exposure organisations face as Al becomes pervasive.
(Source: Gartner)

Many organisations are still in an exploratory phase with Al prioritising
capability, experimentation, and perceived competitive advantage.

In that context, financial questions are frequently deferred. FinOps
capabilities, licensing structures, unit economics, marginal cost, and
long-term value are addressed late, if at all. By the time they surface,
consumption patterns are established, contracts are in place, and
behaviours are entrenched. Vendor pricing models, shaped by the need
to recover substantial Alinvestment, further accelerate this dynamic,
shifting more cost and risk onto customers. Many Al publishers and
providers are currently making a loss as they seek to attract and retain a
strong customer base. Over time, that will have to change - most likely
through increased prices, features being split out into separate add-ons
and tiers, and changes to overall value outputs.

Thisis why Al decisions are fundamentally economic decisions. Choic-
es about models, platforms, architectures, and tools directly shape cost
predictability and scalability. Decisions about prompting, data usage,
training frequency, and access controls influence ongoing consumption
just as much as technical design. Without an explicit economic lens,
organisations risk optimising for capability while eroding value.
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If organisations do nothing, several outcomes are highly likely:

- Al'spend becomes embedded run-rate cost before value is proven

- leverage further shifts further away from customers towards pub
lishers

- experimentation quietly turns into permanent production usage

+ optimisation becomes palitically difficult rather than operationally
routine

These all result in Al value never being achieved or, if it is, not being ade-
quately understood. The path forward is not to slow innovation, but to
govern it deliberately. Bringing Al into existing ITAM, FinOps, procurement,
GreenOps/sustainability and data governance conversations creates
the conditions for sustainable adoption. Visibility of usage, clarity of
ownership, and alighment between consumption and outcomes allow
organisations to experiment with confidence rather than react to
surprises. Real usage data can inform commercial negotiations, renewal
strategies, and architectural choices, restoring leverage and intent.

Treating Al as an economic model means understanding how costs are
incurred, how value is realised, and how both evolve over time. Organisa-
tions that take this approach will be better equipped to decide where Al
genuinely delivers value, where it does not, and how to scale responsibly.
Those who do not risk finding that Al delivers resullts, but at a cost that
was never fully understood or consciously chosen.

The same economic lens willincreasingly need to extend beyond cost
alone. Al'sdemand for energy, infrastructure, and datacentre capacity
introduces environmental considerations that cannot be treated as
secondary. Over time, organisations that integrate ITAM, FinOps, and
GreenOps thinking and practice will be better positioned to optimise
across cost, performance, and sustainability rather than managing each
inisolation.

This is where a combined ITAM and FinOps perspective becomes
critical. Al sits at the intersection of licensing, consumption, data, cloud,
and vendor strategy. Managing it in silos is no longer viable. Organisations
that recognise this early and build the right governance and commer-
cial capability around Al will be far better placed to realise its benefits
without being surprised by its costs.

Worldwide Alisn't a single product; it drives spend
across your entire technology estate. Synyega’s
converged approach to technology value man-
agement covers on-premises, licensing, SaaS,
Cloud, Data Platforms and more.

Rich Gibbons, Head of FinOps & GreenOps, Synyega


https://www.gartner.com/en/newsroom/press-releases/2025-09-17-gartner-says-worldwide-ai-spending-will-total-1-point-5-trillion-in-2025

Synyega helps organisations make better technology decisions earlier,

before cost, risk and complexity become locked in.

We work across FinOps, GreenOps and ITAM, supporting leaders who
need clearer visibility, stronger governance and more predictable out-
comes across software, cloud and data estates.

Engagements typically begin with a short introductory conversation to
understand your current environment, priorities and constraints. From
there, support may include:

+ Maturity assessments to establish capability and decision readiness

+ Targeted health checks across software, cloud or data platforms

+ Stakeholderworkshops to align technical, financial and commercialteams

- Training and accreditations to build internal capability

+ Embedded specialist services to support delivery and change

Each is desighed to improve decision quality, reduce friction, and
strengthen accountability across technology operations.

Alis not afeature. It is a new consumption model layered across SaaS,
cloud, data platforms and infrastructure. Most organisations see Al
adoption and spend accelerating, but few have the insights and govern-
ance to control it. Our FinOps for Al service will help you establish visibil-
ity, ownership, forecasting discipling, and commercial control before Al
spend becomes normalised and embedded.

Synyega is the UK's leading independent, privately owned consultancy
specialising in ITAM, FinOps and GreenOps.

We support organisations across Europe and North America, from FTSE
100 and NASDAQ-listed enterprises to public sector bodies including
central and local government, healthcare providers and emergency
services.

Our clients engage us when they need to modernise software and cloud
estates, improve sustainability outcomes, and regain control of cost
and risk. To date, we have helped organisations save or avoid over £1bn
in technology spend.

Our advice is independent, unbiased and grounded in our clients’
interests.

We do not:
+ Perform audits on behalf of software vendors
+ Generate revenue from the sale of software or cloud services

+ Accept ownership or influence from vendors, resellers or auditors

This independence allows us to act as a trusted advisor, focused on
value for money, long-term outcomes, and transparency, rather than on
product sales or commercial incentives.

To learn more about Synyega's independent ITAM, FinOps and
GreenOps services, our accreditations, or recent insights, visit
WWW.Synyega.com or contact info@synyega.com
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The content of this document is intended for general information/education purposes only, with the understanding that the authors report general use cases and that
the reader’s actual specific situation may differ. The information provided in this document reflects correctly the described use case(s) at the date of its publication,
however, it is possible that this information is inapplicable to particular circumstances or conditions, or becomes obsolete as technology and associated
licensing rules evolve. Before applying any of the recommendations described herein, engage with Synyega tovalidate their relevance toyour particular circumstances.
Synyega do notaccept liability forany direct orindirect damages orlosses resulting from the implementation or use in any way of the content of thisdocument.
Thisdocument is the property of Synyega and shall not be used, shared or reproduced, partially or totally, without Synyega's supervision and written consent’.




